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Abstract—The CRISPR/Cas9 system is a bacteria immune
system protecting cells from foreign genetic elements and has
been modified to edit genomes in targeted locations. However,
the risk of binding at off-target locations limits its power and
thus it is necessary to identify these off-targets. Finding off-
targets is computationally expensive, especially when allowing
several mismatches. We present the CRISPR/Cas9 Off-target
Alignment Tool via Automata Processing (COAT-AP) to accel-
erate off-targets searching. Micron’s Automata Processor (AP)
is an efficient semiconductor architecture for parallel automata
processing. We compare COAT-AP on the hardware with Ca-
sOFFinder (GPU) and CasOT (CPU) (two state-of-the-art off-
target search tools) and achieve over 800× speedups. We also
evaluate the automata-based solution using HyperScan (a CPU
high-performance automata processing library) and achieve over
29.7× speedups. This shows that the automata-based approach
provides significant algorithmic benefits, and that accelerators
such as the AP can provide substantial additional speedups.

I. INTRODUCTION
CRISPR/Cas9 is an immune system defending against for-

eign genetic elements and can be modified to edit genomes
at targeted locations [1]. However, efficiently finding all
correct locations, without modifying other locations, is still
the bottleneck of using the system, because the gRNA also
binds to locations with different sequences [2]. This makes
the process of finding all potential off-target sites (genome
locations sufficiently similar to the gRNA targeting sequence)
computationally expensive, especially when identifying longer
Hamming distances which gRNA also binds to. The time
complexity of searching for exact matches is O(n∗ l∗L). n is
the number of gRNA targeting sequences, l is the length of the
query sequence, and L is the length of the reference genome.
The time complexity is even worse when mismatches are
allowed. There are several local off-target search tools (running
on local workstations), but the performance is not satisfying,
even with the help of GPUs. It could take hours/days to search
for potential off-target sites when allowing several mismatches.

Existing CPU and GPU tools are either restricted to Ham-
ming distances can be recognized or fail to provide the
results due to the computational bottlenecks. In contrast, the
Automata Processor (AP) is an efficient and scalable archi-
tecture for parallel automata processing [3]. It is a hardware
implementation of non-deterministic finite automata (NFA)
and is capable of matching a large number of complex patterns
in parallel. The AP has been used in several different do-

mains [4]. These applications require inexact matching against
a large number of patterns, just what we need to search for
potential gRNA off-target sites. In fact, the large speedups
possible with the AP motivate the possibility of automata-
based solutions even on the CPU.

In this paper, we propose COAT-AP, an automata-based so-
lution, to quickly find potential off-target sites by allowing any
Hamming distances. Fully exploiting the massive parallelism
of the AP results in speedups of over 800×, presenting a
practical solution for finding potential off-targets for various
Hamming distances. Furthermore, to separate the algorithmic
vs. architectural impact of the automata approach, we evaluate
the proposed method using HyperScan, a high-performance
automata processing library for the CPU, as an alternative CPU
algorithm. The results show that we still achieve promising
results using Hyperscan (over 29.7×) compared with CasOT,
the previous state-of-the-art CPU approach. The combination
of Hyperscan and AP results show the algorithmic benefit of an
automata approach applies across platforms, and the AP results
show the potential speedups from hardware acceleration.

In summary, this paper makes the following contributions:
1. We propose COAT-AP, an automata-based approach, to

quickly search for potential gRNA off-target sites.
2. We present several automata designs for searching for

off-target sites with different requirements, such as different
Hamming distances or mismatches in different regions.

3. We evaluate the proposed COAT-AP method and compare
against two existing tools, one for the CPU and one for the
GPU. Promising speedups (over 800×) are achieved by the
AP, even compared with the GPU tool.

4. We evaluate the automata method for the CPU using
HyperScan and achieve over 29.7× speedups, showing the
value of the automata approach even on the CPU.

II. RELATED WORK
Several methods have been proposed to search for potential

gRNA off-targets on local workstations. CasOFFinder is a
state-of-the-art off-target search tool [5], written in OpenCL,
making it workable across diverse platforms such as CPU and
GPU. It supports an unlimited number of mismatches and
supports different PAM sequences. However, it runs much
slower when allowing more mismatches. CasOT is another
fast off-target search tool [6]. It divides the targeting sequence
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Fig. 1. Workflow.

into non-seed and seed regions and allows different Hamming
distances in each region. Similarly, it runs slower as more
mismatches are allowed. Some researchers use DNA alignment
tools, such as PatMaN and Bowtie, to search for potential off-
target sites. However, the performance of these tools is not as
good as CasOFFinder and CasOT (more specialized), and the
general tools have limitations on the number of mismatches
allowed. Unlike these methods, COAT-AP solves the problem
using automata processing, allows any desired edit distance
(we focus on Hamming distances), and can benefit from a
novel hardware architecture to accelerate such computation.

III. GRNA OFF-TARGET SEARCHING ON THE AP
In this section, we will first describe the general workflow of

COAT-AP and then present one illustrative general automata
design recognizing sequences with mismatches allowed. Later,
we will show how to find off-target sites using these designs.
A. Workflow

The workflow is shown in Figure 1. We first extract the
gRNA targeting and PAM sequences, and store the automata
designed for these sequences on the AP. The reference genome
is streamed into the AP afterward and the AP compares the
stored sequences with the genome. If the AP finds a match,
it reports. Based on the reporting STE ID and the reporting
cycle, we recognize which query find a potential off-target,
and at which position in the genome. A symbol replacement
phase is needed if the query number exceeds the capacity of
the AP. This feature allows fast replacement of patterns, if
the automata structure remains unchanged. The reconfiguration
phase is negligible (milliseconds), but one needs to stream in
the reference genome again after the reconfiguration.
B. Mismatch Identification Automaton

Figure 2 shows an automaton design recognizing Hamming
distance shorter than 3, which was first presented in [7]. We
use the structure as a component to build the large automata
recognizing gRNA off-targets. The STEs in the ith column
store the ith character in the sequence. The odd rows store the

Fig. 2. Mismatch Identification Automaton.

Fig. 3. Allowing mismatches in any position.

DNA characters to be matched. The even rows match on any
other symbols except for the desired character, thus capturing
an increase in the Hamming distance. The STEs in odd rows
connect to the next STE in the same row and in the next row.
The STEs in even rows connect to the next STE in the next row
and in the third row below them. The structure can be extended
to support longer distances with more STEs ((2k + 1) rows
to recognize k mismatches). Because there is no standard for
whether using uppercase or lowercase letters, our design stores
both – both forms can be checked simultaneously, at no extra
cost. The STEs in the first column is configured as all-input
(read from any position in the input stream). As highlighted
in Figures 2, the STEs in the last column are configured as
reporting and they will trigger a report when they are activated.
Users can modify these structures or propose a new structure
to solve their specific problem.

C. Mismatches in Whole Sequences
Depending on where mismatches take place, different au-

tomata designs can be used. In Figure 3, we represent the
design that allows mismatches in any position. We use the
mismatch identification automata with one mismatch allowed.
No mismatches are allowed in the PAM sequence, so we just
connect one STE to another in the PAM sequence. The STE
storing “*” means the STE can match any symbol so we can
match PAM sequences, such as “NGG”, where ”N” refers to
any DNA character {AaTtGgCc} in this context.

D. Mismatches in Different Regions
Some tools propose dividing the sequences into several

regions and allowing different Hamming distances in each
region. For example, CasOT divides the targeting sequence
into a non-seed and seed region [8]. This may help to improve
the quality of potential off-target sites. Figure 4 presents an
example allowing 2 mismatches in the non-seed region and 1
mismatch in the seed region. Both regions use the mismatch
identification automata. One can divide the sequence into any
number of regions, apply different automata structures in each
region, and connect these regions together.

IV. PERFORMANCE EVALUATION
To evaluate the performance of COAT-AP, we compare

the runtime with CasOFFinder and CasOT. The experiments
are executed on a server with an Intel Core i7-5820K CPU
(3.3GHZ), 32GB memory and an NVIDIA Tesla K40c GPU
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Fig. 4. Allowing mismatches in different regions.

card (12GB memory). Because we do not yet have the hard-
ware, the runtime on the AP is estimated. We also collect the
performance of the proposed method using HyperScan on the
CPU. The human genome is used as the reference genome
and we develop two generators to produce gRNA targeting
sequences, because the tools have different formats of input.
A. CasOFFinder

In this section, we compare automata approaches to Ca-
sOFFinder on the GPU. Figure 5 shows that the runtimes of
CasOFFinder and HyperScan increase linearly as sequence
number increases (from 100 to 2000). When 1 mismatch
is allowed, HyperScan works faster than CasOFFinder. As
more mismatches are allowed, CasOFFinder runs faster than
HyperScan. However, CasOFFinder is only 1.5× faster than
HyperScan for the best case. For the AP, as long as we
can store all query sequences on one AP board, the runtime
stays constant (48 seconds: 24 seconds for reference genome
and 24 seconds for complementary reference genome). If the
number of queries exceeds the AP capacity, new queries can
be loaded quickly using symbol replacement. The runtime of
the AP approach is dependent on the length of the reference
genome, and on how many queries are being processed and
thus whether multiple passes are needed.

We then allow different Hamming distances. We use the
design in Figure 3, because CasOFFinder does not isolate the
positions. In Figure 6, we choose two examples (1, 500 and
2, 000). Other numbers of query sequences show similar re-
sults. The runtimes of CasOFFinder and HyperScan increase as
more mismatches are allowed for the same number of queries.
For shorter distances (1 and 2), the runtime of HyperScan is
close to that of CasOFFinder. CasOFFinder starts to run faster
as more mismatches are allowed, but only slightly better. As
for the AP, no matter how many mismatches we allow, as long
as we can store the queries on one AP board, the runtime
stays constant. We allow 5 mismatches at most, because when
allowing more than 5 mismatches, CasOFFinder works too
slowly to obtain results. However, the gRNA sequences also
bind to locations with more than 5 mismatches, in which
situation CasOFFinder is not able to serve its intended purpose.
Table I shows the largest number of sequences we can store
on one AP board and speedups for different mismatches.
Compared to the runtime of CasOFFinder (GPU), the AP runs
more than 800× faster. “NA” in the table refers to the situation
where CasOFFinder works too slowly and we do not get the
results in ten hours, implying the speedup is even larger.

These results clearly show the suitability and advantage
of COAT-AP using the novel AP hardware architecture. Fur-
thermore, even compared with the GPU performance, the
method using automata processing with HyperScan on the

Fig. 5. Runtime vs. CasOFFinder for different number of queries. where m
is the number of mismatches. Dotted lines are the runtime of HyperScan and
solid lines are the runtime of CasOFFinder on GPU. The lines with the same
color refer to the same number of mismatches.

Fig. 6. Runtime vs. CasOFFinder for different mismatch counts (m). Dotted
lines stand for HyperScan and solid lines stand for CasOFFinder on GPU.
The lines with the same color refer to the same number of queries.

CPU is almost as fast as CasOFFinder running on the GPU,
implying the benefits of the automata-based algorithm. This is
particularly important, because it suggests that GPUs are not
needed for this task, even if the AP is not available.

TABLE I
MAX NUMBER OF QUERIES STORED ON ONE AP BOARD AND SPEEDUPS

AGAINST CASOFFINDER FOR DIFFERENT NUMBERS OF MISMATCHES. NQ
IS THE NUMBER OF QUERIES.“NA” REFERS TO THE CASES WHEN

CASOFFINDER DOES NOT FINISH IN 10 HOURS.
Mismatches 1 2 3 4 5 6
Max number 22.0k 12.6k 7.2k 5.0k 3.4k 2.0k
Speedup nq=1,000 198.4 236.34 278.8 333.8 420.0 NA
Speedup nq=2,000 380.3 439.84 548.4 651.8 806.5 NA

B. CasOT
CasOT divides the sequence into non-seed and seed region,

and allows different Hamming distances in each region. There-
fore, we use the design in Figure 4. We first evaluate how
sequence numbers affect the runtimes (Figure 7). The runtimes
of CasOT and HyperScan increase linearly as sequence num-
bers increases. For a small number of mismatches, CasOT runs
faster than HyperScan. However, as the number of mismatches
increases, the runtime of CasOT increases extremely fast.
Many data points are missing for CasOT, because it runs too
slowly for these cases and we cannot collect results in 24
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Fig. 7. Runtime vs. CasOT for different number of queries, where m is
the number of mismatches. Dotted lines stand for HyperScan and solid lines
stand for CasOT. The lines with the same color refer to the same number of
mismatches. CasOT lines stop when the number of queries is too large for
CasOT to finish in one day.

hours. HyperScan beats CasOT for most of the cases and over
29.7× speedup is achieved based on the results we can get
from CasOT. Figure 7 seems to suggest that HyperScan has
the highest runtimes, but this is because CasOT cannot even
run for larger numbers of queries and higher mismatch counts.
Therefore, Hyperscan speedups are actually greater for such
cases. For the AP, the runtime stays constant (48 seconds).

We then allow different Hamming distances in the seed
region (Figure 8). We only present a small number of queries
(50 and 100), because CasOT runs extremely slowly for larger
datasets. The runtime of CasOT increases almost exponentially
with more mismatches. In contrast, the runtime of the AP stays
constant. Table II shows the largest number of queries that
can be stored on one AP board and speedups when allowing
different numbers of mismatches. Compared to what we can
get from CasOT, the AP achieves almost 200× speedup.
However, there are many cases where CasOT runs too slowly
and does not return results in one day and COAT-AP still only
takes 48 seconds, which are shown as “NA” in the table.

In summary, COAT-AP running on the novel hardware
achieves promising speedups compared with state-of-the-art
tools, especially when searching for a large number of queries
or a larger number of mismatches. More than 800× speedup
is achieved compared to CasOFFinder (GPU) and even better
speedups compared with CasOT (CPU), because users can pro-
cess many queries using the AP’s massive parallelism. Further-
more, the method using HyperScan also achieves promising
results (over 29.7× speedups compared to CasOT). This shows
that the automata approach confers a significant algorithmic
advantage for large numbers of queries and mismatches. The
difference in speedups between Hyperscan and the AP shows
the benefit of the hardware acceleration.

V. CONCLUSIONS AND FUTURE WORK
We propose COAT-AP, an automata-based method for find-

ing potential gRNA off-target sites. We present several au-
tomata designs and evaluate the suitability of the proposed
method. We use the newly proposed Automata Processor to
implement the proposed designs and compare them with the

Fig. 8. Runtime vs. CasOFFinder for different number of mismatches (m).
Dotted lines are the runtime of HyperScan and solid lines are the runtime of
CasOT. The lines with the same color refer to the same number of queries.

TABLE II
MAX NUMBER OF QUERIES STORED ON ONE AP BOARD AND SPEEDUPS

FOR DIFFERENT NUMBERS OF MISMATCHES AGAINST CASOT. NQ IS THE
NUMBER OF QUERIES.“NA” REFERS TO THE CASES WHEN CASOT DOES

NOT FINISH IN 24 HOURS.
Mismatches 1 2 3 4 5 6
Max number 26.2k 16.5k 11.8k 8.3k 5.8k 3.2k
Speedup nq=500 21.79 72.96 NA NA NA NA
Speedup nq=1,000 30.57 NA NA NA NA NA

state-of-the-art solutions on both CPU and GPU platforms.
Promising speedups are achieved (over 800× faster than the
GPU tool) compared with these tools. We also evaluate the
algorithmic benefit of solving the search problem by automata
processing using HyperScan and its performance is close to
that of the GPU and, for most cases, much better than the prior
state-of-the-art CPU tool, with speedups of 29.7× before the
CPU tool takes longer than a day to run.

Interesting areas for future work include extending COAT-
AP to the FPGA, another spatial architecture allowing high
parallelism, and improving prediction accuracy.
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